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Abstract: Addressing the significant challenge of speech enhancement in ultra-low-Signal-
to-Noise-Ratio (SNR) scenarios for Unmanned Aerial Vehicle (UAV) voice communi-
cation, particularly under edge deployment constraints, this study proposes the Edge-
Deployed Band-Split Rotary Position Encoding Transformer (Edge-BS-RoFormer), a novel,
lightweight band-split rotary position encoding transformer. While existing deep learn-
ing methods face limitations in dynamic UAV noise suppression under such constraints,
including insufficient harmonic modeling and high computational complexity, the pro-
posed Edge-BS-RoFormer distinctively synergizes a band-split strategy for fine-grained
spectral processing, a dual-dimension Rotary Position Encoding (RoPE) mechanism for
superior joint time–frequency modeling, and FlashAttention to optimize computational
efficiency, pivotal for its lightweight nature and robust ultra-low-SNR performance. Ex-
periments on our self-constructed DroneNoise-LibriMix (DN-LM) dataset demonstrate
Edge-BS-RoFormer’s superiority. Under a −15 dB SNR, it achieves Scale-Invariant Signal-
to-Distortion Ratio (SI-SDR) improvements of 2.2 dB over Deep Complex U-Net (DCUNet),
25.0 dB over the Dual-Path Transformer Network (DPTNet), and 2.3 dB over HTDemucs.
Correspondingly, the Perceptual Evaluation of Speech Quality (PESQ) is enhanced by 0.11,
0.18, and 0.15, respectively. Crucially, its efficacy for edge deployment is substantiated by
a minimal model storage of 8.534 MB, 11.617 GFLOPs (an 89.6% reduction vs. DCUNet),
a runtime memory footprint of under 500MB, a Real-Time Factor (RTF) of 0.325 (latency:
330.830 ms), and a power consumption of 6.536 W on an NVIDIA Jetson AGX Xavier,
fulfilling real-time processing demands. This study delivers a validated lightweight so-
lution, exemplified by its minimal computational overhead and real-time edge inference
capability, for effective speech enhancement in complex UAV acoustic scenarios, including
dynamic noise conditions. Furthermore, the open-sourced dataset and model contribute to
advancing research and establishing standardized evaluation frameworks in this domain.

Keywords: UAV; speech enhancement; edge computing; deep learning; flash attention;
rotary position encoding

1. Introduction
Unmanned Aerial Vehicles (UAVs), commonly known as drones, have been widely

adopted in various outdoor sectors such as search and rescue, disaster monitoring, agricul-
tural surveillance, traffic management, power line inspection, and logistics delivery owing
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to their high efficiency, flexibility, and cost effectiveness [1–6]. Furthermore, they exhibit sig-
nificant potential in indoor intelligent service applications within large venues like airports,
hotels, and exhibition centers, particularly for tasks such as navigation guidance, food
delivery, and information consultation [7,8]. In these applications, speech data acquired
by microphones mounted on UAVs are crucial not only for real-time communication and
command reception but also, through speech-to-text technology, for automatic recording
and analysis, and even as input for Multimodal Large Language Models (MLLMs) to
achieve semantic understanding and complex decision-making [9–11]. Therefore, obtaining
high-quality speech signals is paramount to fully leveraging the application value of UAVs.

However, UAV operation faces a significant challenge: the intense broadband noise
generated by their own components, particularly propellers and motors [12,13]. This self-
noise often reaches sound pressure levels as high as 70–90 dB under near-field conditions,
resulting in target speech signals frequently being submerged in ultra-low-Signal-to-Noise-
Ratio (SNR) environments, often below −15 dB or even lower [14,15]. Compounding the
difficulty, this noise is highly non-stationary, with its spectral characteristics rapidly varying
according to the UAV’s flight status (e.g., hovering, ascending, turning) [16,17]. Moreover,
UAV noise typically contains prominent harmonic components [18], which severely overlap
in frequency with crucial human speech bands (especially below 2 kHz) [17], making speech
enhancement exceptionally challenging.

Traditional signal processing methods, such as spectral subtraction [19] and Wiener
filtering [20], while conceptually simple, exhibit limited efficacy in handling such strong,
non-stationary, low-SNR UAV noise, often introducing artifacts or residual noise [21].
In recent years, deep-learning-based approaches, particularly those employing Convolu-
tional Neural Networks (CNNs) like the U-Net architecture [17], have achieved significant
progress in the broader field of speech enhancement [22]. However, directly applying
these methods to the UAV scenario remains challenging. On the one hand, existing models
may still struggle to adequately model the complex harmonic structures and dynamic
variations inherent in UAV noise. On the other hand, many high-performance models
entail substantial computational complexity, rendering them unsuitable for the stringent
on-board computational resource and power constraints of UAV platforms. Meanwhile,
although advanced architectures from related fields like music source separation (MSS)
(e.g., the Band-Split RoPE Transformer (BS-RoFormer) [23] and the Demucs series [24,25])
show promise in handling complex signal mixtures, effectively lightweighting these often
computationally intensive models and adapting them for the edge computing limitations
of UAVs remain underexplored challenges.

To address these multifaceted challenges, this paper proposes a novel, lightweight
model: the Edge-Deployed Band-Split Rotary Position Encoding Transformer (Edge-BS-
RoFormer). This model is specifically designed to tackle the problem of speech enhance-
ment in ultra-low-SNR UAV environments while adhering to edge computing constraints.
Edge-BS-RoFormer distinctively synergizes a band-split strategy for the fine-grained
processing of different frequency components of noise and speech; incorporates a dual-
dimension Rotary Position Encoding (RoPE) mechanism [26] to enhance the model’s capa-
bility for the joint modeling of complex time–frequency structures (including harmonics) in
speech and the dynamic variations of noise; and leverages FlashAttention [27] technology
to significantly optimize the efficiency and memory footprint of attention computations,
making it suitable for resource-constrained edge platforms.

The main contributions of this paper are as follows:

• The proposal of Edge-BS-RoFormer, a novel lightweight Transformer architecture
specifically designed for UAV ultra-low-SNR speech enhancement and optimized
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for edge deployment which demonstrates robust performance even under dynamic
noise conditions.

• Extensive experimental validation on our self-constructed DroneNoise-LibriMix (DN-
LM) dataset. Under a −15 dB SNR, Edge-BS-RoFormer achieves Scale-Invariant
Signal-to-Distortion Ratio (SI-SDR) improvements of 2.2 dB, 25.0 dB, and 2.3 dB,
and Perceptual Evaluation of Speech Quality (PESQ) enhancements of 0.11, 0.18,
and 0.15 compared to Deep Complex U-Net (DCUNet), the Dual-Path Transformer
Network (DPTNet), and HTDemucs, respectively. Qualitative analysis also confirms
its superior handling of dynamic noise.

• Comprehensive edge deployment validation on an NVIDIA Jetson AGX Xavier,
showcasing its practical viability with only 11.617 GFLOPs, 8.534 MB model stor-
age, a sub-500 MB runtime memory footprint, a Real-Time Factor (RTF) of 0.325
(latency: 330.830 ms), and a power consumption of 6.536W, fulfilling real-time
processing demands.

• The construction and open-sourcing of the DroneNoise-LibriMix (DN-LM) dataset and
the Edge-BS-RoFormer model, providing valuable resources for advancing research
and standardized evaluation in UAV speech enhancement.

The remainder of this paper is organized as follows: Section 2 reviews related work.
Section 3 details the proposed Edge-BS-RoFormer method. Section 4 reports the experimen-
tal setup, results, and analysis. Section 5 concludes the paper and discusses future work.

2. Related Work
Deep learning methodologies have become the dominant paradigm in the field of

speech enhancement [28]. The CHiME-6 Challenge dataset [22] serves as a standardized
benchmark, facilitating the development and evaluation of multi-channel speech enhance-
ment algorithms. The rapid advancement of dual-path architectures has allowed models to
capture time–frequency features more effectively [29,30].

In the evolution of UAV self-noise suppression methods, spatial filtering techniques
based on beamforming [12], while foundational, face challenges due to UAV self-noise
directionality and platform mobility, though deep-learning-assisted beamforming shows
promise [31]. Blind source separation (BSS) methods [32] offer another approach, but their
performance is often limited by strong assumptions about source independence and non-
Gaussianity, alongside permutation ambiguity issues, especially in low-SNR UAV con-
texts. In recent years, the introduction of deep learning frameworks, such as dilated
CNNs [33] and Multi-Channel Time–Frequency Spatial Filtering fusion architectures [34],
has significantly enhanced processing performance in non-stationary noise environments.
Mukhutdinov et al. [17] systematically evaluated the performance of 12 deep learning archi-
tectures in UAV speech enhancement tasks. Among these, the DCUNet [35] model, based on
a complex U-Net structure, demonstrated significant advantages, although its performance
under ultra-low-SNR conditions requires further improvement [17]. Furthermore, time-
domain processing models, exemplified by DPTNet [29], provide an alternative approach
that avoids spectral information loss. Recent advancements also include sophisticated
self-attention mechanisms within Transformers [36,37], low-latency designs crucial for
real-time applications [38], and adaptation techniques like lightweight adapters to fine-tune
models for specific drone noise characteristics [39].

The rapid development of MSS techniques has significantly influenced research in
UAV speech enhancement. The Demucs model series [24,25] achieved breakthroughs in
MSS tasks through multi-stage optimization, with its HTDemucs variant further achieving
six-track separation. Enhanced Transformer architectures such as the Spectral Temporal
Transformer in Transformer [40] and methods employing band-splitting like the Band-
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Split RNN (BSRNN) [41] improved spectral modeling precision. The BS-RoFormer [23]
further enhanced spectral reconstruction accuracy by incorporating RoPE technology [26].
These successful applications in MSS, particularly techniques like band-splitting [41] and
advanced positional encodings [23], serve as valuable references for speech enhancement
algorithm design in challenging UAV noise scenarios.

The current research in UAV speech enhancement exhibits three critical gaps, lacking a
lightweight model design suitable for on-board processing, deployment optimization under
edge resource constraints, and robust time–frequency feature extraction for ultra-low-SNR
scenarios dominated by dynamic UAV noise. The proposed Edge-BS-RoFormer model in
this paper presents a systematic innovative solution addressing these challenges.

3. Proposed Method
In this study, we present Edge-BS-RoFormer, an edge computing framework specifi-

cally designed for real-time speech enhancement on UAVs. The Edge-BS-RoFormer system
integrates a band-split strategy with a dual-dimension Transformer RoPE architecture to
achieve efficient UAV noise suppression in computationally constrained environments.

As depicted in Figure 1, the proposed system employs a complex spectral domain pro-
cessing approach. The input noisy speech waveform is transformed into a time–frequency
representation via Short-Time Fourier Transform (STFT), followed by spectral segmentation
into non-uniform sub-bands using the band-split strategy for independent processing. The
core RoPE Transformer module features a dual-dimension processing architecture, compris-
ing a Time Transformer and a Frequency Transformer to capture temporal dependencies
and inter-frequency relationships, respectively. Subsequently, Multilayer Perceptron (MLP)
and Gated Linear Unit (GLU) operations are applied to each sub-band, with the outputs
concatenated along the temporal axis to form complex ideal ratio masks (cIRM). These
masks are element-wise applied to the original spectrum before reconstructing enhanced
speech through Inverse Short-Time Fourier Transform (iSTFT). The architecture is specif-
ically optimized for edge computing constraints, comprising a hidden dimension of 48,
three stacked Transformer layers, and a multi-head attention mechanism with six parallel
attention heads, each operating in a 48-dimensional subspace.

Bands
Split

Bands
Concatenate

Estimated 
Mask

RMSNorm & FC

RMSNorm & FC

MLP & GLU

MLP & GLU

MLP & GLU

STFT

RoPE Transformer

Frequency-domain Transformer

Time-domain Transformer

Noisy 
Speech

Complex 
Spectrogram

Apply 
Mask

iSTFT

Clean 
Speech

RMSNorm & FC

Figure 1. Architecture of the proposed Edge-Deployed Band-Split Rotary Position Encoding Trans-
former (Edge-BS-RoFormer) model. The system achieves Unmanned Aerial Vehicle (UAV) noise sup-
pression through a band-split strategy and a dual-dimension Transformer Rotary Position Encoding
(RoPE) architecture. The input noisy speech is first converted into a complex spectral representation
via Short-Time Fourier Transform (STFT), followed by non-uniform sub-band division using the
band-split strategy. Each sub-band undergoes RMSNorm and FC layer processing before sequen-
tially passing through time-domain and frequency-domain dual-dimension Transformer modules to
capture temporal sequence features and band relationships, respectively. Subsequently, Multilayer
Perceptron (MLP) and Gated Linear Unit (GLU) components generate complex ideal ratio masks
(cIRM) for each sub-band. The merged sub-bands are multiplied with the original spectrum and
reconstructed into enhanced speech through Inverse Short-Time Fourier Transform (iSTFT).

3.1. Speech Signal Processing Fundamentals

The cornerstone of speech enhancement systems lies in the transformation between
time-domain and frequency-domain representations and complex spectrum processing.
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Let the input noisy speech waveform be denoted as x ∈ RL, where L denotes the number
of audio samples. The waveform x is then transformed into a time–frequency representa-
tion X ∈ CT×F via STFT, where T and F represent the number of frames and frequency
bins, respectively.

Edge-BS-RoFormer targets the cIRM [42], which aims to simultaneously recover both
the amplitude and phase information of the speech signal. Let fθ represent a neural
network parameterized by learnable parameters θ. The output of this network, denoted
as M̂ ∈ CT×F, is expressed as M̂ = fθ(X). The enhanced complex spectrogram, denoted
as Ŷ, is obtained through element-wise multiplication (represented by ⊙) of the estimated
mask M̂ and the input complex spectrogram X as follows:

Ŷ = M̂ ⊙ X (1)

Finally, to reconstruct the enhanced time-domain signal ŷ, the iSTFT is applied to
transform the enhanced complex spectrogram Ŷ back to the time domain. In this study,
a dual-domain hybrid supervision strategy is employed to optimize the model. Building
upon the original loss function of BS-RoFormer [23], a weighting coefficient λ is introduced
to precisely modulate the relative contribution of time-domain and frequency-domain
losses. The composite loss function, denoted as Ltotal, is defined as the sum of the time-
domain loss and the weighted frequency-domain loss, as shown below:

Ltotal = ∥y − ŷ∥1︸ ︷︷ ︸
time-domain loss

+λ ∑
s∈S

∥Y(s) − Ŷ(s)∥1︸ ︷︷ ︸
frequency-domain loss

(2)

where S represents the set of multi-resolution STFT parameters, encompassing five distinct
window sizes: 4096, 2048, 1024, 512, and 256. The L1 loss for the frequency-domain complex
spectrum is computed as the sum of the L1 norms of the real and imaginary components,
which can be written as follows:

∥Y − Ŷ∥1 = ∥Re(Y)− Re(Ŷ)∥1 + ∥Im(Y)− Im(Ŷ)∥1 (3)

3.2. Band-Split Strategy

The band-split strategy is a key component of the Edge-BS-RoFormer system, en-
abling the model to learn specialized representations across distinct frequency bands
while enhancing robustness against cross-band vagueness [23]. This approach has been
previously validated in BSRNN [41] to effectively improve the performance of frequency-
domain methods.

In our implementation, we adopt a band-split strategy inspired by BSRNN [41],
segmenting the input complex spectrogram X along the frequency axis into N non-uniform
and non-overlapping sub-bands. Let Xn ∈ CT×Fn denote the input to the n-th sub-band,
where Fn represents the number of frequency bins within that sub-band. Collectively, all
sub-bands Xn form the complete complex spectrogram X, satisfying ∑N

n=1 Fn = F. Each
sub-band Xn is initially processed by an RMSNorm layer [43], an efficient regularization
technique based on root mean square normalization. Subsequently, a linear transformation
is applied via a learnable matrix of dimensions Fn × D and a learnable bias of dimension
D, where D denotes the hidden feature dimension. The transformed sub-band output is
denoted as H0

n, with a shape of T × D. All sub-band representations H0
n (n = 1, . . . , N)

are stacked along the sub-band axis to form an integrated representation H0 of shape
T × N × D. This aggregated representation serves as the input to the subsequent RoPE
Transformer module.



Drones 2025, 9, 386 6 of 20

3.3. Transformer Architecture

The core of Edge-BS-RoFormer’s processing capability lies in its bespoke Trans-
former architecture, which incorporates several key mechanisms, detailed in the follow-
ing subsections.

3.3.1. Rotary Position Encoding Mechanism

RoPE is the core mechanism of the Edge-BS-RoFormer system, with its theoretical
foundation rooted in the RoFormer architecture [26]. Mathematically, RoPE is applied to
the query matrix Q and key matrix K within the self-attention mechanism:

Q̂ = Rot(Q), K̂ = Rot(K) (4)

where Rot(·) denotes the RoPE encoder that applies rotation matrices to each embedding
vector. Compared with conventional absolute positional encoding, RoPE offers advantages
by better preserving the norm scale, more effectively encoding relative positions, and main-
taining the translation equivariance of self-attention. This characteristic proves particularly
crucial for processing variable-length speech sequences.

3.3.2. Time-Domain Transformer Module

In contrast to methods employing stacked multilayer Transformer architectures [23],
Edge-BS-RoFormer incorporates only two complementary Transformer modules: a Time
Transformer and a Frequency Transformer. This streamlined design reduces computational
complexity while preserving the model’s feature extraction capability.

As illustrated in Figure 2, the Time Transformer processes the input H0 along the
temporal dimension to capture long-range dependencies. Initially, H0 with dimensions
B × T × N × D is reshaped to (B × N)× T × D by merging the batch dimension B and
sub-band dimension N. Following RMSNorm normalization, the query, key, and value
matrices are projected as (Qtime = H0Wtime

q ), (Ktime = H0Wtime
k ), and (Vtime = H0Wtime

v ),
where Wtime

q , Wtime
k , and Wtime

v represent learnable weight matrices. After applying RoPE,
multi-head self-attention [44] is performed with h attention heads:

Atime = Softmax

(
Q̂time(K̂time)⊤

√
D/h

)
Vtime (5)

The Time Transformer subsequently incorporates a gating mechanism [45] using a
fully connected layer with Sigmoid activation to regulate information flow:

Gtime = Sigmoid(RMSNorm(H0)Wtime
g + btime

g ) (6)

Atime
gated = Gtime ⊙ Atime (7)

where Wtime
g and btime

g are learnable parameters. The gated attention output is projected
through a fully connected layer with dropout:

Htime
attn = Dropout(Atime

gatedWtime
o + btime

o )

A residual connection yields the Time Transformer’s attention module output:

Htime
res = H0 + Htime

attn

The Frequency Transformer processes Htime
res along the frequency band dimension to

model inter-band relationships. The input is reshaped from (B × N)× T × D to (B × T)×
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N × D by merging batch and temporal dimensions, establishing the sub-band dimension as
the sequence axis. Its architecture is the same as that of the Time Transformer, comprising
RMSNorm, self-attention, gating mechanisms, and residual connections. After processing
by the Frequency Transformer, the output (B × T)× N × D is reshaped back to B × T ×
N × D, producing the RoPE Transformer module’s final output H1 = Hfreq

res .

!𝑄 #𝐾 𝑉

Input

RMSNorm + FC

𝑊! 𝑊"

Rot Rot

Flash Attention + Dropout

Gates: Sigmoid(FC)

FC + Dropout

RMSNorm + FC

GELU + Dropout

FC + Dropout

Output

𝑊#

Figure 2. Architecture of the Time Transformer layer. This module processes input features via
RMSNorm to generate query (Q), key (K), and value (V) representations, with RoPE applied to Q
and K. The attention output computed by FlashAttention is modulated through a Sigmoid gating
mechanism and subsequently integrated with the original input via a residual connection. The
resultant features are processed by a feedforward network comprising RMSNorm, GELU activation,
and FC layers, forming a secondary residual connection to produce the final output.

To enhance computational efficiency, we implement FlashAttention [27] for optimized
attention computation, significantly reducing the memory footprint and processing time.
This reduction is critical for real-time edge device deployment.

3.3.3. Feedforward Module Design

As illustrated in Figure 2, the architecture of the feedforward module can be mathe-
matically described as follows:

FFN(x) = x + FC2(Dropout(GELU(FC1(RMSNorm(x))))) (8)

The input first undergoes normalization by the RMSNorm layer, followed by sequen-
tial processing through the first fully connected layer FC1, a GELU activation function [46],
Dropout regularization, and the second fully connected layer FC2. Finally, a residual
connection (element-wise addition) integrates the original input x with the transformed
features. This skip connection design facilitates effective gradient propagation in deep
neural networks.

3.4. Multi-Band Mask Estimation

The multi-band mask estimation module generates ideal ratio masks for each fre-
quency band. This module takes the output H1 = Hfreq

res from the RoPE Transformer
module as input. Independent processing pipelines are then applied to each sub-band
H1

n (n = 1, . . . , N). As depicted in Figure 1, each sub-band is initially processed by an MLP,
followed by modulation through a GLU:

M̂n = GLU(MLP(H1
n)) (9)
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Each sub-band mask M̂n contains real and imaginary components for modulating
the corresponding sub-band’s complex spectrum. Subsequently, all sub-band masks are
concatenated along the frequency axis to form the complete cIRM M̂ ∈ CT×F. The enhanced
speech spectrogram Ŷ is obtained through element-wise multiplication of the estimated
mask and original complex spectrogram, as shown in Equation (1). The time-domain signal
is subsequently reconstructed via iSTFT.

3.5. Datasets

To enable robust evaluation under realistic UAV acoustic conditions, particularly
ultra-low-SNR scenarios, the DN-LM dataset was synthesized. Its construction and key
characteristics are detailed below.

To simulate real-world UAV noise interference in speech communication, we con-
structed the DN-LM synthetic dataset. Figure 3 illustrates the distribution raincloud
plots for the training and validation sets, clearly demonstrating the data distribution char-
acteristics. The data synthesis process primarily involved audio pre-processing, fixed
duration alignment, distance attenuation simulation, audio mixing, and SNR calculation.
First, speech and UAV noise samples were randomly selected from LibriSpeech [47] and
DroneAudioDataset [48], then they were uniformly converted to monophonic audio, re-
sampled to 16 kHz, and normalized. Subsequently, all samples were processed to have a
consistent duration of one second (16,000 samples).

-40 -30 -20 -10 0 10
Input SNR (dB)

Train

Valid

D
at

as
et

Valid Mean (-16.6 dB)
Train Mean (-16.4 dB)

Figure 3. The Signal-to-Noise Ratio (SNR) distribution of the DroneNoise-LibriMix (DN-LM) dataset.
This figure illustrates the input SNR distribution characteristics of the training set (top) and validation
set (bottom), including density curves, box plots, and scatter plots. Both subsets exhibit similar
statistical properties, with mean Signal-to-Noise Ratio (SNR) values of −16.4 dB and −16.5 dB for
the training and validation sets, respectively. The data approximately follow a normal distribution,
primarily concentrated within the −30 dB to 0 dB range, effectively simulating ultra-low-SNR
scenarios under UAV near-field noise interference and providing a statistically consistent data
foundation for model training and evaluation.

Following this, sound signal attenuation with distance was simulated based on the
free-field sound propagation model [49]. The UAV noise source was positioned at a
near-field distance relative to the microphone, while speech signals were simulated as
originating from far-field sources with varying propagation distances ds. The attenuation
coefficient was defined as α = 1

d , yielding attenuated signals s′(t) = αs · s(t) and
n′(t) = αn · n(t), respectively. Subsequently, the attenuated speech signal s′(t) and UAV
noise signal n′(t) were directly summed in the time domain to obtain the noisy speech
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signal x(t) = s′(t) + n′(t). Finally, the energy ratio between speech and noise signals in
the mixed signal was calculated and converted to decibels (dB) to represent the SNR value:

SNR = 10log10

(
∑L

t=1 s′2(t)

∑L
t=1 n′2(t)

)
(10)

This SNR value was recorded in metadata files for subsequent analysis. Through this
pipeline, a 2 h synthetic dataset containing paired clean speech and UAV-noise-corrupted
speech was constructed and partitioned into training and validation sets at a 9:1 ratio,
providing high-quality data support for experimental validation.

4. Experiments and Results
The efficacy and performance characteristics of the proposed Edge-BS-RoFormer

were validated through a series of comprehensive experiments. This section outlines
the experimental design, presents comparative analyses against baselines, and includes
ablation studies investigating component contributions.

4.1. Experimental Setup

Our empirical evaluation is grounded in a meticulously defined experimental frame-
work. This includes the baseline models chosen for benchmarking, the training protocols
applied for fair comparison, and the suite of metrics used for multifaceted performance
assessment, all detailed herein.

4.1.1. Baseline Models

To establish performance benchmarks, three state-of-the-art methods were selected:
DCUNet [35], DPTNet [29], and HTDemucs [25]. DCUNet employs a complex spectral
domain processing approach based on a U-Net architecture, demonstrating notable speech
enhancement efficacy in ultra-low-SNR regimes (−30 dB–0 dB). Empirical studies in UAV
noise environments [17] demonstrate DCUNet’s superior performance under complex
acoustic conditions. DPTNet, which ranked second in comprehensive UAV noise sup-
pression evaluations, utilizes a dual-path Transformer architecture to effectively process
both intra-chunk and inter-chunk information via self-attention mechanisms, enabling
the robust modeling of temporal dependencies in speech signals contaminated by drone
noise. HTDemucs, developed by Meta, implements a hybrid time–frequency domain
Transformer architecture featuring a hierarchical Transformer design that integrates time-
domain convolution with frequency-domain attention mechanisms, exhibiting effective
modeling capabilities for MSS. These baseline selections enable systematic comparison of
the proposed model with leading contemporary methods. For fair comparison, all baseline
models were trained using the same training steps, learning rates, and early stopping
strategies as the proposed model.

4.1.2. Training Protocol

All experiments in this study were conducted on a computational platform equipped
with one RTX 2080 Ti GPU, utilizing CUDA 12.4 and PyTorch 2.6.0 + cu124. The imple-
mentation leveraged the open-source training framework from Solovyev et al. [50]. The
model was trained using the AdamW optimizer with an initial learning rate of 5.0 × 10−4

combined with an adaptive learning rate scheduling strategy that reduced the learning
rate by a factor of 0.95 when the validation set SI-SDR showed no improvement for two
consecutive epochs. To mitigate overfitting, a band random masking strategy (p = 0.2)
and an early stopping mechanism with a 30-epoch patience threshold were implemented.
Training configurations included 200 steps per epoch, a batch size of 12, FP32 precision,
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and an Exponential Moving Average mechanism with 0.999 momentum to enhance op-
timization stability. A consistent random seed was employed across all experiments to
ensure reproducibility.

4.1.3. Evaluation Metrics

To comprehensively evaluate the performance of the proposed speech enhance-
ment model, this study employed metrics assessing both speech quality and computa-
tional efficiency.

Speech Quality Metrics: Three objective evaluation metrics were adopted:

1. Scale-Invariant Signal-to-Distortion Ratio (SI-SDR) [51] was utilized to assess signal
reconstruction quality:

SI−SDR = 10log10

(
∥αs∥2

∥ŝ − αs∥2

)
, α =

ŝ⊤s
∥s∥2 (unit : dB)

2. Short-Time Objective Intelligibility (STOI) [52] quantified speech intelligibility:

STOI =
1
J

J

∑
j=1

1
M

M

∑
m=1

dj(m)

3. Perceptual Evaluation of Speech Quality (PESQ) [53] simulated subjective human
evaluation:

PESQ = fCB(Ψ(xref), Ψ(xenh))

Computational Efficiency Metrics: The following six indicators were selected for
real-world deployment evaluation on the edge platform:

1. Floating Point Operations (FLOPs) [54] quantified the total computational volume
per inference.

2. Model Storage (MB) indicated the disk space required for the model parameters.
3. Peak Runtime Memory (MB) was measured during inference to assess on-device

RAM requirements.
4. Latency (ms) denoted the actual processing time for a standard input audio segment.
5. Real-Time Factor (RTF) [55] quantified processing speed relative to the audio duration:

RTF =
Tproc

Taudio

6. Power Consumption (W) was measured on the edge device during model inference
to evaluate energy efficiency.

4.2. Main Results

Following the established protocol, this subsection presents the principal findings
from our evaluations. These encompass quantitative comparisons of Edge-BS-RoFormer
against baselines, qualitative spectrogram analyses, and ablation study outcomes.

4.2.1. Model Performance Comparison

Figure 4 presents a comparative analysis of the proposed Edge-BS-RoFormer model
against baseline methods across input SNR levels ranging from −30 dB to 0 dB. Detailed
evaluations are conducted through three key metrics: SI-SDR, STOI, and PESQ.

As shown in Figure 4a, the Edge-BS-RoFormer model achieves the highest SI-SDR val-
ues across all input SNR conditions, indicating its significant advantage in signal distortion
suppression. Notably, at the representative low-SNR level of −15 dB, Edge-BS-RoFormer
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improves the SI-SDR by 2.2 dB and 2.3 dB compared to DCUNet and HTDemucs, re-
spectively, and by 25.0 dB compared to DPTNet. This demonstrates Edge-BS-RoFormer’s
enhanced capability to recover UAV-noise-masked speech signals while minimizing algo-
rithmic distortion.
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Figure 4. Performance comparison of various speech enhancement methods across input SNRs
ranging from −30 dB to 0 dB: (a) Scale-Invariant Signal-to-Distortion Ratio (SI-SDR); (b) Short-Time
Objective Intelligibility (STOI); (c) Perceptual Evaluation of Speech Quality (PESQ). Comparison
across multiple metrics shows that Edge-BS-RoFormer (orange) significantly outperforms all baseline
methods, namely, Deep Complex U-Net (DCUNet) (blue), the Dual-Path Transformer Network (DPTNet)
(red), and HTDemucs (green), in terms of both speech perception and noise suppression effectiveness,
demonstrating the robustness of the proposed method in complex acoustic environments.

Figure 4b illustrates the models’ performance in terms of the STOI metric. Edge-
BS-RoFormer and HTDemucs demonstrate comparable performance curves, with both
consistently outperforming DCUNet across the entire SNR range. Notably, Edge-BS-
RoFormer exhibits superior performance over HTDemucs when the input SNR falls below
−20 dB, highlighting its enhanced capability in ultra-low-SNR conditions. Furthermore, all
three models significantly surpass DPTNet, which exhibits substantially lower STOI scores
across all evaluated SNR conditions, indicating its limited efficacy in preserving speech
intelligibility under UAV noise interference.

The PESQ results, serving as a critical indicator of perceptual speech quality, are
presented in Figure 4c. Edge-BS-RoFormer achieves the highest PESQ scores across all
SNR conditions, confirming its superior auditory perception quality. At the −15 dB SNR,
Edge-BS-RoFormer surpasses DCUNet and HTDemucs by 0.11 and 0.15 points in PESQ,
respectively, further validating its excellence in enhancing speech intelligibility and natu-
ralness. Notably, DPTNet exhibits consistently lower PESQ values, remaining below 1.1
across virtually all input SNR levels, indicating its significant limitations in preserving
perceptual speech quality under UAV noise conditions.

Comprehensive quantitative evaluations confirm that the proposed Edge-BS-RoFormer
model significantly outperforms baseline methods across all input SNR levels. Under the
critical −15 dB condition, Edge-BS-RoFormer achieves notable performance improvements
over all baseline models: a 2.2 dB SI-SDR improvement compared to DCUNet, a 25.0 dB
SI-SDR improvement compared to DPTNet, and a 2.3 dB SI-SDR improvement compared
to HTDemucs. In terms of perceptual quality, Edge-BS-RoFormer surpasses DCUNet and
HTDemucs by 0.11 and 0.15 points in PESQ, respectively. This performance advantage
stems from the synergistic interaction between two key architectural innovations, the band-
specific splitting strategy and the RoPE mechanism, which collectively enhance the model’s
ability to capture crucial speech features under ultra-low-SNR conditions. Experimental
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evidence establishes the proposed method as a new performance benchmark for UAV
speech enhancement tasks.

4.2.2. Time–Frequency Characteristics Analysis

To qualitatively assess spectral processing, this subsection analyzes the time–frequency
characteristics of enhanced speech signals using spectrogram comparisons. To provide
a comprehensive evaluation, samples from two representative scenarios are analyzed:
(1) relatively stationary UAV noise conditions (e.g., during hovering) and (2) dynamic UAV
noise conditions (e.g., simulating flight maneuvers with varying propeller speeds).

First, we examine the model performance under stationary UAV noise. To visually
compare the spectral reconstruction capabilities of the models in this environment, a com-
parative analysis of spectrograms for clean speech, UAV noise, noisy speech, and speech
enhanced by the four models was conducted, as depicted in Figure 5.
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Figure 5. Spectrogram comparison of speech enhancement methods under stationary UAV noise
conditions. In these spectrograms, yellow indicates high energy and blue indicates low energy.
Subplots display (a) original clean vocals; (b) stationary UAV noise, characterized by consistent
harmonic structures; (c) a mixture of clean vocals and stationary UAV noise; (d) speech enhanced by
the proposed Edge-BS-RoFormer (EBS-RoF); (e) speech enhanced by DCUNet; (f) speech enhanced by
HTDemucs; and (g) speech enhanced by DPTNet. Illustrates the comparative efficacy of the models
in suppressing periodic noise components while preserving essential speech features.

Figure 5a illustrates the spectrogram of the clean speech signal. Notably, the energy
of the speech signal is predominantly concentrated in the low-frequency region (below
2000 Hz), exhibiting distinct harmonic structures manifested as horizontal stripes with
higher energy at fundamental frequencies and their multiples. These harmonic components
constitute essential elements of speech signals, playing a crucial role in speech intelligibility
and timbre perception.

Figure 5b presents the spectrogram of the stationary UAV noise. In contrast to speech
signals, UAV noise demonstrates broader energy distribution, spanning the entire frequency
spectrum from low to high frequencies. Furthermore, UAV noise exhibits prominent
“horizontal stripe” features, primarily attributed to periodic noise generated by relatively
constant propeller rotation and associated harmonic components [56].
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Figure 5c shows the spectrogram of the mixed speech signal. The horizontal stripe
patterns of UAV noise are clearly superimposed onto the speech signal, resulting in severe
masking of speech harmonic structures. This pronounced spectral overlap presents a
primary challenge for speech enhancement.

Figure 5d demonstrates the spectrogram processed by the Edge-BS-RoFormer model.
Compared with the mixed signal, Edge-BS-RoFormer achieves significant suppression of
UAV noise stripes while effectively preserving speech harmonic structures. Particularly in
the critical 1.25-3 kHz frequency band, Edge-BS-RoFormer recovers noise-obscured speech
formant information, which is vital for improving speech intelligibility. These results
indicate that Edge-BS-RoFormer effectively extracts speech components from complex time–
frequency mixtures while suppressing UAV noise interference under stationary conditions.

Figure 5e, f, and g, respectively, display spectrograms processed by DCUNet, HT-
Demucs, and DPTNet baseline models. Compared with Edge-BS-RoFormer, DCUNet (e)
recovers speech information below approximately 5.2 kHz but with some loss of finer
details compared to the proposed method. Above 5.2 kHz, the spectrum is nearly blank,
containing no useful high-frequency speech information. HTDemucs (f) restores some
high-energy spectral details of the speech, but a noticeable layer of background noise
persists across the entire spectrogram, degrading the overall clarity. DPTNet (g) recovers
some speech information, primarily below 800 Hz; however, above this frequency, it ex-
hibits a tendency to replicate low-frequency patterns into higher-frequency regions, thereby
introducing spurious high-frequency details rather than genuine speech components.

Next, to evaluate the adaptability of the models to more challenging conditions, we
analyzed their performance under dynamic UAV noise, simulating scenarios such as flight
maneuvers where propeller speeds vary. Figure 6 presents the spectrogram comparisons
for this dynamic noise environment.

Figure 6a shows the clean speech, identical to the previous scenario. Figure 6b displays
the spectrogram of dynamic UAV noise. While still broadband, the key characteristic here is
that the “horizontal stripe” features, corresponding to the propeller harmonics, now exhibit
time-varying frequencies and intensities, appearing as undulating bands. This reflects the
changing operational state of the UAV and presents a more complex challenge for noise
suppression algorithms. Consequently, in the mixed signal shown in Figure 6c, the speech
harmonics are masked by these non-stationary noise patterns.

Figure 6d presents the output of the Edge-BS-RoFormer model under these dynamic
conditions. The model effectively suppresses the time-varying noise stripes. Below ap-
proximately 4 kHz, Edge-BS-RoFormer restores a significant portion of the original speech
details, including harmonic and formant structures. Notably, the proposed method demon-
strates remarkable fidelity in preserving crucial speech components within the sub-4 kHz
frequency band, which is essential for maintaining speech intelligibility in communication
systems. Above 4 kHz, the spectrum is largely devoid of prominent speech components,
indicating that, while higher-frequency details are not fully reconstructed, the model does
not introduce spurious high-frequency artifacts.

Examining the baseline models in Figure 6, it can be seen that DCUNet (e) achieves
good restoration of speech information below 2.5 kHz, with some details in this very-
low-frequency range appearing comparable to, or in some instances slightly clearer than,
the proposed method. However, above 2.5 kHz, useful speech components are not recov-
ered, and some time-varying artifacts from the dynamic noise persist. HTDemucs (f) and
DPTNet (g) exhibit more significant limitations. HTDemucs fails to restore useful informa-
tion above approximately 2 kHz, and the speech restored below this frequency lacks clarity.
It also exhibits the previously noted characteristic of introducing spurious high-frequency
details by replicating lower-frequency patterns. DPTNet shows some information recovery



Drones 2025, 9, 386 14 of 20

only below 800 Hz with poorly defined vocal harmonics, and similarly introduces artificial
high-frequency content. The proposed method, Edge-BS-RoFormer, and DCUNet both
significantly outperform HTDemucs and DPTNet in this dynamic scenario. The notably
poorer performance of HTDemucs and DPTNet might suggest that their underlying ar-
chitectures or loss functions are less suited for adapting to such highly non-stationary
noise conditions.
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Figure 6. Spectrogram comparison of speech enhancement methods under dynamic UAV noise
conditions, simulating varying operational states such as flight maneuvers. Colors indicate energy
levels (yellow: high, blue: low). Subplots display (a) original clean vocals; (b) dynamic UAV noise,
characterized by time-varying harmonic structures (undulating bands); (c) a mixture of clean vocals
and dynamic UAV noise; (d) speech enhanced by the proposed EBS-RoF; (e) speech enhanced by
DCUNet; (f) speech enhanced by HTDemucs; and (g) speech enhanced by DPTNet. This figure
highlights the models’ adaptability to non-stationary noise and their effectiveness in preserving
speech integrity amidst changing noise patterns.

Through comparative spectrogram analysis across both stationary and dynamic UAV
noise conditions, it can be concluded that Edge-BS-RoFormer demonstrates superior over-
all noise suppression and time–frequency feature preservation capabilities. This robust
performance, particularly its adaptability to dynamic noise, stems from its key architectural
innovations: first, the band-split strategy enables refined and potentially adaptive process-
ing tailored to the spectral characteristics within different frequency sub-bands; second,
the RoPE mechanism enhances the model’s ability to capture and model the dynamic
time–frequency variations of both speech and complex, non-stationary noise.

4.2.3. Training Dynamics Analysis

Beyond final metrics, the training process itself offers insights into model learning.
This subsection thus examines training dynamics, comparing the convergence behavior
and performance evolution of Edge-BS-RoFormer with baseline models.

Figure 7 illustrates the training convergence dynamics of four models, with SI-SDR
serving as the early stopping criterion to mitigate overfitting. The experimental results
quantitatively demonstrate that, under identical training configurations, the proposed
method exhibits improved convergence characteristics. In terms of convergence efficiency,
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the SI-SDR achieved by the proposed method at 16.6k steps already surpasses the optimal
SI-SDR values ultimately achieved by the other models. Regarding the performance
ceiling, Edge-BS-RoFormer achieves its optimal performance (SI-SDR of 2.7 dB) at 52k steps,
whereas DCUNet, DPTNet, and HTDemucs reach their respective optima at 18.4k, 11.0k,
and 29.4k steps, with SI-SDR values of 0.1 dB, −22.0 dB, and −1.1 dB, respectively.
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Figure 7. Comparison of training convergence for different speech enhancement models. The x-
axis shows training iterations; the y-axis shows the validation SI-SDR (dB). Each curve contains
two phases: a darker segment preceding the optimal value and a lighter continuation post-optimal
value, with circles marking the optimal and early stopping points. The proposed Edge-BS-RoFormer
model (orange) demonstrates significantly superior convergence trajectories and performance ceilings
compared to DCUNet (blue), DPTNet (red), and HTDemucs (green), validating the advantage of the
proposed method under identical training parameters.

The performance advantage of Edge-BS-RoFormer can be attributed to its band-split
strategy and RoPE mechanism, specifically designed to address UAV noise characteris-
tics. This structural design potentially allows the model to better capture intricate time–
frequency features, thereby establishing a more favorable inductive bias within the opti-
mization space, which holds significant implications for practical applications.

4.3. Edge Deployment Experiments

To evaluate the practical performance of the proposed Edge-BS-RoFormer in resource-
constrained edge environments, experiments were conducted on the NVIDIA Jetson AGX
Xavier platform, which features an ARM architecture CPU, a Volta architecture GPU, and a
power consumption less than 30 W. The selection of this platform was motivated by the
need to simulate the computational constraints of devices such as UAVs, thereby ensuring
that the evaluation results are practically relevant.

Table 1 presents comprehensive computational metrics for the evaluated models
across multiple deployment-critical parameters. A primary indicator of computational
complexity, crucial for edge deployment, is the FLOPs count, which quantifies the to-
tal arithmetic operations and offers a direct measure of the model’s computational load
per inference. The proposed Edge-BS-RoFormer demonstrates remarkable efficiency, re-
quiring only 11.617 GFLOPs. This represents an 89.6% reduction compared to DCUNet
(112.136 GFLOPs) and substantial decreases of 72.2% and 76.0% relative to DPTNet
(41.797 GFLOPs) and HTDemucs (48.391 GFLOPs), respectively, underscoring the model’s
suitability for resource-constrained environments. Such a significant reduction in compu-
tational complexity while maintaining strong performance is primarily attributed to the
model’s lightweight Transformer architecture and the efficient time–frequency modeling
capabilities of its attention mechanisms, which achieve notable results with a comparatively
small computational budget.

In terms of model storage requirements, Edge-BS-RoFormer exhibits exceptional pa-
rameter efficiency (8.534 MB), achieving reductions exceeding 95.4% compared to DPTNet
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(187.316 MB) and 94.7% compared to HTDemucs (160.331 MB). The model requires a
runtime memory of 491.544 MB. While this is higher than some baselines, it reflects the
memory needs of its attention mechanisms, which are integral to its enhancement capa-
bilities in challenging acoustic environments. The model maintains real-time processing
capability with an RTF of 0.325, well below the critical threshold of 1.0 required for practical
deployment. Although DCUNet demonstrates lower latency (192.642 ms versus 330.830 ms
for Edge-BS-RoFormer), the choice between models may also consider the acoustic quality
improvements, as established in previous analyses. The power consumption profile of
Edge-BS-RoFormer (6.536 W) remains within acceptable parameters for edge deployment,
comparable to DPTNet (6.578 W). The power requirements relative to DCUNet (5.065 W)
and HTDemucs (4.861 W) are noted, and the overall balance between power use, computa-
tional efficiency, and noise suppression capability is a key consideration for deployment.

This comprehensive evaluation demonstrates that Edge-BS-RoFormer establishes a
notable balance between computational resource utilization and acoustic enhancement
performance—a critical consideration for UAV deployment scenarios where both power
efficiency and speech intelligibility directly impact operational effectiveness.

Table 1. Edge deployment performance comparison.

Model FLOPs (G) Mem (MB) Storage (MB) Latency (ms) RTF Power (W)

Edge-BS-RoFormer (Proposed) 11.617 491.544 8.534 330.830 0.325 6.536
DCUNet 112.136 162.830 10.772 192.642 0.214 5.065
DPTNet 41.797 341.883 187.316 304.740 0.319 6.578
HTDemucs 48.391 223.139 160.331 296.554 0.145 4.861

Note: Bold text indicates the optimal values in each column.

4.4. Ablation Study

To quantify the individual contributions of each component to the overall performance,
a systematic ablation study was conducted by constructing three model variants while
maintaining consistency with the training protocol used in the primary experiments:

• Edge-BS-RoFormer (FlashAttention, RoPE): The proposed model, employing the
FlashAttention mechanism and RoPE.

• Edge-BS-RoFormer (FlashAttention, SPE): RoPE is replaced with standard Sine Posi-
tional Encoding (SPE) in this variant.

• Edge-BS-RoFormer (LinearAttention, SPE): Based on the SPE configuration, FlashAt-
tention is replaced with standard Linear Attention.

The performance of each variant was evaluated across all input SNR levels, and aver-
aged results are presented in Table 2.

Table 2. Ablation study comparison.

Model SI-SDR
(dB) STOI PESQ FLOPs

(G)
Mem
(MB) RTF Storage

(MB)
Latency

(ms)
Power

(W)

Edge-BS-RoFormer (FlashAttention, RoPE) 2.558 0.623 1.229 7.480 337.021 0.220 7.547 231.668 5.288
Edge-BS-RoFormer (FlashAttention, SPE) −1.715 0.519 1.194 7.480 303.437 0.159 8.646 176.328 4.444
Edge-BS-RoFormer (LinearAttention, SPE) −1.818 0.519 1.197 7.480 321.864 0.166 8.646 177.789 4.696

Note: Bold text indicates the optimal values in each column. All variants in this ablation study employ a
configuration with six attention heads and 48-dimensional projections per head to facilitate controlled comparison
of architectural components. The primary Edge-BS-RoFormer model discussed in other sections utilizes an
eight-head configuration with 64-dimensional projections per head.

Experimental results (Table 2) confirm that the Edge-BS-RoFormer (FlashAttention,
RoPE) configuration achieves superior acoustic quality (SI-SDR = 2.558 dB, STOI = 0.623,
PESQ = 1.229). Notably, all ablated variants exhibit identical theoretical computational
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complexity (7.480 GFLOPs). This uniformity was anticipated; core architectural parameters
(e.g., hidden dimensions, number of layers) remained constant. Mechanisms like FlashAt-
tention primarily optimize memory I/O efficiency—by minimizing data transfers between
high-bandwidth memory and on-chip SRAM—rather than altering the fundamental count
of arithmetic operations. Similarly, the replacement of SPE with RoPE does not significantly
alter the overall FLOP count, as both involve element-wise operations on query and key vec-
tors, which are computationally minor compared to the main matrix multiplications within
the Transformer. This controlled FLOPs baseline is crucial for isolating component-specific
impacts on practical efficiency metrics such as latency and power consumption.

Despite identical FLOPs, variations in latency and RTF underscore the significant in-
fluence of memory access patterns and implementation-specific optimizations on practical
runtime performance. The RoPE mechanism, for instance, profoundly impacts enhance-
ment efficacy, yielding a 4.273 dB SI-SDR improvement and a 0.104 STOI increase over the
SPE variant. This substantial differential validates RoPE’s enhanced capacity for spectro-
temporal feature extraction, critical for processing complex UAV noise.

Comparing attention mechanisms under SPE, FlashAttention provides modest com-
putational advantages over LinearAttention (RTF: 0.159 vs. 0.166; memory: 303.437 MB
vs. 321.864 MB) with comparable acoustic quality (PESQ: 1.194 vs. 1.197), suggesting
that the choice of attention implementation primarily dictates computational efficiency
rather than perceptual quality in this context. The deployment analysis further reveals a
trade-off: the RoPE-enabled configuration incurs a higher latency (231.668 ms) than the
FlashAttention-SPE variant (176.328 ms). However, this increased latency is associated
with its superior speech intelligibility, a paramount concern for UAV communication.
Conversely, the FlashAttention–SPE variant offers optimal energy efficiency (4.444 W),
representing a 16.0% reduction compared to the RoPE variant (5.288 W).

These findings delineate a clear functional relationship: positional encoding mech-
anisms, such as RoPE, predominantly govern enhancement performance by improving
spectro-temporal feature representation, while the specific implementation of the attention
mechanism, exemplified by FlashAttention versus LinearAttention, primarily steers com-
putational efficiency and resource utilization (e.g., latency, memory, power). The sustained
performance advantage of the RoPE configuration, particularly in challenging low-SNR
conditions, underscores its importance for achieving high-quality speech enhancement.
Concurrently, the observed efficiency benefits of FlashAttention highlight its role in op-
timizing models for practical edge deployment. This ablation study thus quantifies the
distinct contributions of these key architectural choices and their respective implications
for developing effective and efficient UAV speech enhancement systems.

5. Conclusions
In this study, we introduced the Edge-BS-RoFormer, an edge-deployable band-split

RoPE Transformer specifically designed for UAV speech enhancement. This innovative
architecture leverages a strategic band-split strategy in conjunction with a dual-dimension
RoPE mechanism to achieve efficient UAV noise suppression within computationally con-
strained platforms. Experimental results demonstrated Edge-BS-RoFormer’s superiority.
Under demanding −15 dB SNR conditions, it yielded significant SI-SDR improvements
of 2.2 dB over DCUNet, 25.0 dB over DPTNet, and 2.3 dB over HTDemucs, with corre-
sponding PESQ gains of 0.11, 0.18, and 0.15. Qualitative spectrogram analysis further
confirmed its enhanced capability in preserving speech integrity under both stationary
and dynamic UAV noise. Concurrently, its practical applicability for edge computing was
validated on an NVIDIA Jetson AGX Xavier. The model operates with a remarkably low
computational load of 11.617 GFLOPs, requires only 8.534 MB of storage, maintains a



Drones 2025, 9, 386 18 of 20

runtime memory footprint of under 500 MB, achieves a real-time RTF of 0.325 (330.830 ms
latency), and consumes 6.536 W of power. These metrics collectively underscore its effi-
ciency and suitability for real-world UAV deployment. Furthermore, the open-sourcing of
the DN-LM dataset and the Edge-BS-RoFormer model serves as a valuable contribution
to the research community, facilitating standardized benchmarking and further advance-
ments. While Edge-BS-RoFormer has demonstrated significant progress, its generalization
to speech captured during extreme UAV maneuvering in real flight scenarios warrants
further investigation in future work. Other future research directions include exploring a
few-shot transfer learning framework tailored for specific UAV models, quantization-aware
cross-compilation deployment strategies for low-power CPU platforms, and end-to-end
joint optimization with downstream speech recognition models to further enhance system
applicability in complex operational environments.
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